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Abstract—This paper investigates the problem of retrieving 

karaoke music using query-by-singing techniques. Unlike regular 
CD music, where the stereo sound involves two audio channels 
that usually sound the same, karaoke music encompasses two 
distinct channels in each track: one is a mixture of the lead vocals 
and background accompaniment, and the other consists of 
accompaniment only. Although the two audio channels are 
distinct, the accompaniments in the two channels often resemble 
each other. We exploit this characteristic to (i) infer the 
background accompaniment for the lead vocals from the 
accompaniment-only channel, so that the main melody underlying 
the lead vocals can be extracted more effectively; and (ii) detect 
phrase onsets based on the Bayesian Information Criterion (BIC) 
to predict the onset points of a song where a user’s sung query 
may begin, so that the similarity between the melodies of the 
query and the song can be examined more efficiently. To further 
refine extraction of the main melody, we propose correcting 
potential errors in the estimated sung notes by exploiting a 
composition characteristic of popular songs whereby the sung 
notes within a verse or chorus section usually vary no more than 
two octaves. In addition, to facilitate an efficient and accurate 
search of a large music database, we employ multiple-pass 
Dynamic Time Warping (DTW) combined with multiple-level 
data abstraction (MLDA) to compare the similarities of melodies. 
The results of experiments conducted on a karaoke database 
comprised of 1,071 popular songs demonstrate the feasibility of 
query-by-singing retrieval for karaoke music. 
 

Index Terms—Bayesian Information Criterion, Dynamic Time 
Warping, karaoke, music information retrieval, query-by-singing 
 

I. INTRODUCTION 

N recent years, the rapid advances in Internet connectivity 
and signal processing technologies have led to a dramatic 
and unprecedented increase in the availability of music 

material. On the one hand, the increase has further expanded 
the human appetite for music, while, on the other, it has 
provided a major impetus to the development of various new 
technologies. Ironically, the burgeoning availability of music 

material has made it increasingly difficult to locate desired 
items from the innumerable options. Thus, techniques that 
could help users acquire the music they want quickly are being 
extensively developed to keep pace with the proliferation of 
music material. Among such techniques, retrieving music 
material via audio queries is of particular interest in the domain 
of accessing popular music. The root concept, 
query-by-humming/singing or query-by-example, continues to 
motivate the development of many promising solutions for 
retrieving music beyond the conventional text-processing 
paradigm. Examples of such solutions enable users to retrieve a 
song by humming a catchy tune without having to name the 
song [1-17,30-36], or help users find songs performed by their 
favorite singers [18], in their favorite genre [19] or mood [20] 
by playing an excerpt of the desired music as a query. 
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Depending on the application, the design of a music 
information retrieval (MIR) system varies with the type of 
musical data. In general, digital music can be divided into two 
categories: symbolic music represented by musical scores, e.g., 
MIDI and Humdrum; and music containing acoustic signals 
recorded from real performances, e.g., CD music and MP3. The 
second type of music is often polyphonic, so many notes may 
be played simultaneously. By contrast, in monophonic music, 
at most one note is played at any given time. As a consequence, 
extracting the main melody directly from a piece of polyphonic 
music has proved to be a very challenging task [21,22], 
compared to dealing with MIDI music, where the main melody 
can be acquired easily by selecting one of the symbolic tracks. 
Because of this difficulty, the vast majority of current 
query-by-humming/singing systems [1-7,15,31,35] work 
within the monophonic domain, which converts a monophonic 
audio query into a symbolic format to match a monophonic 
symbolic collection. Some studies [16,17] focus on locating the 
major themes from a piece of symbolic polyphonic music in 
which the note information is given a priori. However, very few 
systems operate in the mode of monophonic audio queries 
applied to a polyphonic audio collection [8,9,13,30,36], or 
entirely polyphonic audio queries applied to a polyphonic 
audio collection [10-12]. Currently, 
query-by-humming/singing techniques for polyphonic music 
are in the initial stages of development and can only handle 
small music databases; thus, they are far from ready for 
practical use. 

In this study, we focus on karaoke music, which also belongs 
to the polyphonic audio category. However, its dual-channel 
characteristic, as we explain later, makes the process of main 
melody extraction somewhat easier, compared to dealing with 
regular CD music. The term karaoke stems from a popular type 
of Japanese entertainment, which provides pre-recorded 
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accompaniments to popular songs so that any user can sing live 
like a professional singer. This entertainment medium is now 
becoming increasingly popular in many places, especially in 
South East Asia, and is also driving the development of many 
home devices and online services. To sing karaoke, users have 
to specify the song they are going to perform, usually by 
inputting the song title into the karaoke machine or system. As 
users often cannot recall the title of a particular song, retrieving 
music based on query-by-humming/singing is in great demand 
for karaoke applications. However, research on this topic [30] 
has not yet been explored seriously. 

Unlike regular CD music, where the stereo sound involves 
two audio channels that usually sound the same, each audio 
track on a karaoke VCD comprises two distinct channels: one is 
a mixture of the lead vocals and background accompaniment, 
and the other consists of accompaniment only. Although the 
two audio channels are distinct, the music in the 
accompaniment-only channel usually sounds similar to the 
background accompaniment in the accompanied vocal channel. 
This characteristic can be exploited to infer the background 
accompaniment for the lead vocals from the 
accompaniment-only channel, so that the main melody 
underlying the lead vocals can be extracted more reliably. On 
the other hand, as songs usually become popular because their 
tunes are easy to hum and memorize, the notes sung in such 
songs usually vary far less than the range of notes that humans 
are able to sing. It has been observed that, in popular songs, the 
sung notes in a verse or chorus section usually vary no more 
than two octaves [13]. We can exploit this composition 
characteristic to correct potential errors in the sung notes 
estimated by signal processing approaches, and thereby 
enhance extraction of the main melody. The feasibility of main 
melody extraction for karaoke music allows us to scale up the 
MIR system to work with a large polyphonic database. 

In addition to main melody extraction, another key aspect of 
the development of a query-by-humming/singing MIR system 
is how to compare the similarity of the melodies in users’ 
queries with those of the actual music in the database 
effectively. Since most users are not professional singers, a 
hummed/sung query may contain tempo errors, note dropout 
errors, and note insertion errors, etc. Even professional singers 
do not necessarily present error-free queries to MIR systems 
[31-33,37], because they may not always recall the theme 
perfectly. To handle such errors, various approximate matching 
methods, such as dynamic time warping (DTW) [5,6,13,23,24], 
the hidden Markov model [15,31], and the N-gram model 
[11,14], have been developed, with DTW being the most 
popular. However, due to the considerable computational time 
required for DTW, several speed-up methods have been 
proposed [5,23,24,31], so that a large-scale music database can 
be searched more efficiently. In contrast to existing methods, 
our strategy incorporates the audio characteristics of karaoke 
music into the system design. Specifically, the proposed 
method detects the phrase onsets in a karaoke song that 
correspond to the points of the song where a user’s sung query 
may begin. This is done by using the Bayesian Information 
Criterion (BIC) [25] to examine the difference between the 
signal in the accompaniment-only channel and that in the 
accompanied vocal channel. By locating the phrase onsets, the 

total search space of DTW can be substantially reduced. We 
also employ a multiple-level multiple-pass DTW to improve 
the efficiency and accuracy of melody similarity comparison. 
The results of experiments conducted on a karaoke database 
comprised of 1,071 songs demonstrate the feasibility of 
retrieving karaoke music by humming/singing. 

The remainder of this paper is organized as follows. The 
general characteristics of popular music are discussed in 
Section II. Section III describes the configuration of our 
karaoke music retrieval system. Section IV presents the 
proposed methods for background accompaniment reduction 
and main melody extraction. Section V describes the phrase 
onset detection process. In Section VI, we discuss the similarity 
comparison module and schemes that improve retrieval 
accuracy and efficiency. Section VII presents our experiment 
results, and Section VIII concludes the study.  

II. GENERAL CHARACTERISTICS OF POPULAR MUSIC 

Analysis of the characteristics of the data to be processed is 
an essential step in designing a reliable information retrieval 
system. It is recognized that, usually, popular music is popular 
because the melodies are easy to sing and memorize; however, 
extracting the melodies automatically is difficult. In this section, 
we highlight some characteristics of popular music that could 
be exploited to advance the realization of a query-by-singing 
retrieval system for karaoke music. 

A. The Structure of A Popular Song 

In general, the structure of a popular song can be divided into 
five sections:  
• intro: usually the first 10-20 seconds of the song, and simply 
an instrumental statement of the subsequent sections;  
• verse: typically comprises the main content of the story 
represented in the song’s lyrics;  
• chorus: often the heart of the song, where the most 
recognizable melody is present and repeated;  
• bridge: located roughly two-thirds of the way through the 
song, where a key change, tempo change, or new lyric is 
usually introduced to create a sensation of something different 
coming next; and 
• outro: often a fading version of the chorus or an instrumental 
restatement of some earlier sections to bring the song to a 
conclusion.  
Except for the intro and outro, the other sections may be 
repeated several times with different lyrics and melodies. For 
example, the song “Day Tripper” by The Beatles can be 
summarized as the structure “intro-verse-chorus-verse-chorus- 
bridge-verse-chorus-outro” [38]. In essence, the intro, bridge, 
and outro are usually accompaniments only, while the verse 
and the chorus contain vocals sung by the lead singer. Because 
of containing vocals, the verse and chorus are usually the parts 
that people would like to sing or hum after hearing a good song; 
hence, they often form the query that a user may hum or sing to 
a music retrieval system.  

B. Range of Notes Sung in a Popular Song 

The notes of human singing may vary from F2 (87.3 Hz) to 
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B5 (987.8Hz), corresponding to a range of 43 semitones 1 . 
However, it is recognized that the sung notes in a music 
recording usually vary far less than this range, while the range 
of sung notes in a verse or a chorus section can be even 
narrower. Fig. 1 shows a sample fragment of a song performed 
with MIDI2. It is clear that the range of notes in the verse can be 
distinguished from that in the chorus because the sung notes in 
a section do not cover the whole range of possible notes, but are 
distributed in a narrower range instead. Our informal survey 
using 50 pop songs showed that the range of sung notes in a 
whole song and in a verse or chorus section is approximately 25 
and 22 semitones, respectively. Fig. 2 details the statistical 
results. This information is useful for discarding virtually 
impossible notes when one tries to transcribe the sung notes in a 
song.  

C. Harmonicity between Singing and Accompaniment 

In addition to singing, popular music contains background 
accompaniment during most, if not all, vocal passages. Various 
signals from different sources are mixed together in a single 
track. This makes it more difficult to design a system for 
retrieving real performance music than to design a system for 
retrieving MIDI music, since the desired information, usually 
in the solo voice, is inextricably intertwined with the 
background signals. Furthermore, the background 
accompaniment often contains notes several octaves above or 
below those of the singing so that the mixture of the lead vocals 
and the background accompaniment is harmonic. However, 
such harmonicity between the singing voice and the 
accompaniment makes the vocal melody notoriously difficult 
to extract. Fig. 3 shows an example of a song performed with 
MIDI. We observe from the notes indicated by arrows that a 
large proportion of sung notes are accompanied by notes one or 
two octaves above them. Nevertheless, viewed from another 
angle, harmonicity can be exploited as a constraint in the 
determination of sung notes. A method based on this idea to 
improve main melody extraction is discussed in detail in 
Section IV. 

III. SYSTEM OVERVIEW 

Our karaoke music retrieval system is designed to take an 
audio query sung by a user as input, and produce the song 
containing the most similar melody to the sung query as output. 
As shown in Fig. 4, the system has two phases: indexing and 
searching. 

A. Indexing 

The objective of indexing is to generate searchable entries 
for each of the songs in the collection. It is divided into two 
processes: main melody extraction and phrase onset detection.  

Main melody extraction is concerned with the symbolic 
description of the melody related to the lead vocals in each song 
in the collection. Since the channel containing the lead vocals 
also contains the background accompaniment, the melody 
extracted from raw audio data may be the tune played on the 

instruments, instead of the one performed by the lead singer. To 
reduce interference from the background accompaniment 
during main melody extraction, we exploit the signal of the 
accompaniment-only channel to approximate the background 
accompaniment for the lead vocals. The desired lead vocals can 
thus be distilled by removing the background accompaniment. 
Then, the fundamental frequencies of the distilled lead vocals 
are estimated, thereby converting the waveform representation 
into a sequence of musical note symbols. To reduce the 
inevitable errors during the estimation of the fundamental 
frequencies, the resulting note sequences are further smoothed, 
so that the abnormal notes can be corrected. 

 
1 A semitone is one twelfth of the interval (called an octave) between two 

sounds, one of which has twice the frequency of the other. 
2 For ease of illustration, we convert the sung notes into MIDI note numbers. 

Since a popular song normally lasts for several minutes, it is 
highly unlikely that a user would sing a whole song as a query. 
Instead, a sung query usually corresponds to only a short 
segment of the target song. In view of this, phrase onset 
detection tries to locate points in a song related to the beginning 
of the query a user may sing to the MIR system, whereby the 
MIR system can limit the possible starting points to be 
examined to the phrase onsets of each song in the searching 
phase, thereby improving the retrieval efficiency. This is 
motivated by the observation that a user would tend to sing a 
phrase from the beginning of a sentence in the lyrics. For 
example, a user may query the system by singing the following 
lines from “Yesterday” by The Beatles: “Suddenly, I'm not half 
the man I used to be. There's a shadow hanging over me.” We 
believe a sung query like “I used to be. There's a shadow” or 
“half the man I used to be.” would be highly unlikely. It is 
expected that pre-locating the phrase onsets would not only 
improve the retrieval efficiency but also help the MIR system 
use the “right” segment of a song to determine if this song 
matches the query.  

As shown in Fig. 4, after indexing, each song in the 
collection is represented by a note sequence marked with 
phrase onsets. A segment of a song starting at a phrase onset is 
referred to as a music document. The note sequences of music 
documents serve as the basis to determine which music 
document best matches a given query. 

B. Searching 

In the searching phase, the system determines the song the 
user wants based on what he/she is singing. It is assumed that a 
user’s sung query would be either a complete phrase or the 
initial part of that phrase. Thus, the task is to find the music 
document that best matches the query. The system commences 
with end-point detection, which records the singing voice. The 
recorded waveform is then converted into a sequence of note 
symbols by a note sequence generation and smoothing module 
the same as that used in the indexing phase. Next, the system 
measures the similarity between the note sequence of the query 
and the note sequence of each music document. As will be 
explained later, we employ multiple-pass Dynamic Time 
Warping to measure the similarities of melodies, which 
attempts to resolve the tempo errors and key errors that may 
occur in a user’s query. Finally, the song associated with the 
music document whose note sequence is the most similar to the 
query’s note sequence is regarded as relevant and presented to 
the user.  
 

 3



 
 

IV. MAIN MELODY EXTRACTION 

In contrast to the retrieval of MIDI music, where it is easy to 
acquire the main melody by selecting one of the symbolic 
tracks, retrieving a polyphonic object from CD or karaoke 
music involves extracting the main melody directly from the 
accompanied singing signals, a task that is difficult to achieve 
by using conventional pitch estimation only. In this section, we 
describe our melody extraction method, which is specifically 
designed for karaoke music. 

A. Background Accompaniment Reduction 

Audio data extracted from karaoke VCDs consists of the 
signals in two channels for each track: an accompaniment-only 
signal m, and an accompanied vocal signal c = s + m′, where s 
denotes the underlying pristine vocal signal, and m′ denotes the 
background accompaniment for s. Figs. 5(a) and 5(b) show the 
waveforms of two channels for a piece of karaoke music. 
Usually, m sounds like m′; hence, the pristine vocal signal s 
could be distilled by approximating m′ with m. However, since 
m and m′ are not identical, subtracting m from c directly is of 
little use for distilling s. Instead of direct subtraction, a 
promising solution would be to use adaptive filters, such as 
Least Mean Square (LMS) [28] or Recursive Least Square 
(RLS) [29], to estimate m′ from m. For computational 
efficiency, we assume that the main difference between m and 
m′ lies in the amplitude and the phase (or frame lag), where the 
phase difference reflects the asynchronism between m and m′. 
In a related work [30], Zhu and Gao proposed estimating the 
difference of volume level between m and c, and then 
subtracting m from c after m is compensated by the difference. 
However, their method could not handle the case when m and 
m′ differed in both amplitude and phase. 

The concept of adaptive filtering can be realized by the 
following two computationally more efficient methods, which 
operate in the time domain and the frequency domain, 
respectively. 

1) Time-domain method: The signals in both channels are 
first divided into frames by using a non-overlapping sliding 
window with a length of W waveform samples. Let ct = {ct,1, 
ct,2,…, ct,W} and mt = {mt,1, mt,2,…, mt,W} denote, respectively, 
the t-th frame of samples in the accompanied vocal channel and 
the accompaniment-only channel. We assume that ct = st + m′t, 
where st ={st,1, st,2,…, st,W} is the pristine vocal signal and m′t 
={m′t,1, m′t,2,…, m′t,W} is the background accompaniment for st. 
If only the amplitude difference and phase difference between 
m and m′ are considered, then m′t can be approximated by 
atmt+bt, where mt+bt is the bt-th frame next to mt that 
corresponds to m′t; and at is a scaling factor reflecting the 
amplitude difference between mt+bt and m′t. Provided that st, mt, 
and m′t are random vectors, the optimal values of at and bt can 
be estimated by minimizing the mean square error, E{|m′t − 
atmt+bt|2}, where E{⋅} represents the expectation. However, 
since m′t is not observable, minimizing E{|m′t − atmt+bt|2} 
directly is infeasible. An expedient solution to this problem is 
to minimize an equivalent quantity, E{|st + m′t − atmt+bt|2}. By 
assuming that st and (m′t − atmt+bt) are zero-mean and 
uncorrelated, E{|st + m′t − atmt+bt|2} can be re-written as E{|st|2} 

+ E{|m′t − atmt+bt|2}. Since E{|st|2} is invariant with respect to at 
and bt, we have  E{|m′},{

min
tt ba t−atmt+bt|2} = 

E{|s},{
min

tt ba t+m′t−atmt+bt|2} = E{|c},{
min

tt ba t − atmt+bt|2}. 
By converting the solution from the minimum mean square 

sense to the least square sense, the optimal bt can be found by 
choosing the value within a pre-set range (±B) that yields the 
least square estimation error, i.e., 

2|ˆ|minargˆ
tbttt

BtbB
t ab +

≤≤−
−= mc ,                     (1) 

where is the optimal amplitude scaling factor given mtâ t+bt. 

Then, by letting 0
|| 2

=
∂

−∂ +

t

tbttt

a
a mc , we have a 

least-square-error solution of at as 

.
||||

ˆ 2
tbt

tbtt
ta

+

+⋅
=

m
mc                                 (2) 

Accordingly, the underlying vocal signal in frame t can be 
estimated by st = ct − .  

tbtta ˆˆ
+m

 2) Frequency-domain method: Like the time-domain 
method, the signals in both channels are first divided into 
frames, and then converted into magnitude spectra by a fast 
Fourier transform (FFT). Let Ct={Ct,1, Ct,2,…, Ct,J} and 
Mt={Mt,1, Mt,2,…, Mt,J} denote, respectively, the magnitude 
spectrum of the t-th frame of samples in the accompanied vocal 
channel and the accompaniment-only channel, where J is the 
number of frequency components. It can be assumed that Ct = 
St + M′t, where St={St,1, St,2,…, St,J} is the vocal magnitude 
spectrum and M′t ={M′t,1, M′t,2,…, M′t,J} is the background 
accompaniment’s magnitude spectrum. To find St , we 
approximate M′t by atMt+bt, where Mt+bt is the bt-th frame next 
to Mt that probably corresponds to M′t; and at is a scaling factor 
that reflects the amplitude difference between Mt and M′t. The 
optimal bt can then be found by choosing the value within a 
pre-set range (±B) that yields the least square estimation error, 
i.e., 

2|ˆ|minargˆ
t

t

bttt
BbB

t ab +
≤≤−

−= MC ,                    (3) 

where is the optimal amplitude scaling factor given Mtâ t+bt. 

Then, by letting 0
|| 2

=
∂

−∂ +

t

bttt

a
a

t
MC , we obtain the following 

least-square-error solution of at:  

.
||||

ˆ 2
t

t

bt

btt
ta

+

+⋅
=

M
MC                                  (4) 

Accordingly, the vocal magnitude spectrum for frame t can be 
estimated by st = ct − .  

tbtta ˆˆ
+

M

Figures 5(c) and 5(d) show the resulting waveforms of an 
accompanied vocal channel after background accompaniment 
reduction is performed in the time domain and frequency 
domain, respectively. The test waveform signals were extracted 
from a karaoke VCD, and then down-sampled from the 
sampling rate of 44.1 kHz to 22.05 kHz. The frame length W 
was set to 2,048 samples, and the FFT size J was set to 2,048. 
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The waveform in Fig. 5(d) was obtained by applying an inverse 
FFT on the estimated vocal magnitude spectrum with the 
accompanied vocal channel’s phase spectrum. From Figs. 5(c) 
and 5(d), we observe that both methods reduce the 
accompaniment in the accompanied vocal channel substantially. 
The comparison of the MIR performance using the 
time-domain method and the frequency-domain method is 
discussed in Section VII. 

The vocal magnitude spectrum estimated by 
frequency-domain background accompaniment reduction can 
be used to compute musical notes sung in a song directly, 
without having to convert the spectrum back into the waveform. 
However, as will be described in detail later, the sung notes are 
computed on the basis of dividing the signal into overlapping 
frames, rather than non-overlapping frames, so that the sung 
note sequence can be extracted smoothly. Therefore, to 
combine frequency-domain background accompaniment 
reduction with note sequence generation, the former is actually 
performed with overlapping frames in our experiments. 

B. Note Sequence Generation 

The next stage of main melody extraction involves finding 
the sequence of sung notes in the estimated vocal signal. Let e1, 
e2,…, eN be an inventory of possible notes performed by a 
singer. The task, therefore, is to determine which of N possible 
notes is most likely sung at each instant. Since musical notes 
differ from each other by the fundamental frequencies (F0s) 
they present, we may determine if a certain note is sung in each 
frame by analyzing the signal’s magnitude in the frequency 
region that the F0 of the note is located.  

Let Xt,j denote the signal’s magnitude with respect to the FFT 
index j in frame t, where 1 ≤ j ≤ J. If time-domain background 
accompaniment reduction is used as the front-end of main 
melody extraction, Xt,j can be obtained by dividing the 
estimated vocal signal into overlapping frames using a J-length 
sliding Hamming window, performing a J-length FFT for frame 
t, and then taking the magnitude spectrum. If frequency-domain 
background accompaniment reduction is used, Xt,j is the 
estimated vocal magnitude spectrum for frame t, which is 
obtained by dividing the signals in both channels into J-length 
overlapping frames, performing a J-length FFT for each frame, 
and then estimating the vocal magnitude spectrum for frame t. 
Next, using the MIDI note number to represent e1, e2,…, eN, and 
mapping the FFT indices into MIDI note numbers according to 
the F0 of each note, the signal’s magnitude in note en in frame t 
can be estimated by  

,   max ,, )( , jt
n

nt XY
ejUj =∀

=       (5) 

and 

, 5.69
440

)(log12)( 2 ⎥
⎦

⎥
⎢
⎣

⎢
+⎟

⎠
⎞

⎜
⎝
⎛⋅=

jFjU     (6) 

where ⎣ ⎦  is a floor operator, F(j) is the corresponding 
frequency of FFT index j, and U(⋅) represents a conversion 
between the FFT indices and the MIDI note numbers. 

Ideally, if note en is sung in frame t, Yt,n should be the 
maximum among the N magnitude values, Yt,1, Yt,2,…, Yt,N. 
However, due to the existence of harmonics, note numbers 
several octaves higher than the sung note can also receive a 

large proportion of the signal’s magnitude. Sometimes the 
magnitude associated with a harmonic note number can be even 
larger than the magnitude associated with the true sung note 
number; hence, the note number with the largest magnitude is 
not necessarily the note that was sung. To determine the sung 
note more reliably, we adapted Sub-Harmonic Summation 
(SHS) [27] to address this problem.  

The principle applied here is that we compute a value for the 
“strength” of each possible note by summing the signal’s 
magnitude in a note and its harmonic note numbers 3 . 
Specifically, the strength of note en in frame t is computed by  

,  
0

12 ,, ∑
=

+=
C

c
cnt

c
nt YhZ        (7) 

where C is the number of harmonics considered; and h is a 
positive value less than 1, which discounts the effect of higher 
harmonics. The result of this summation is that the note 
number corresponding to the signal’s F0 receives the largest 
amount of magnitude from its harmonic notes. Thus, the sung 
note in frame t can be determined by choosing the note number 
associated with the largest strength value, i.e., 

 .   maxarg ,
1

ntt Zo
Nn≤≤

=        (8) 

In this study, the waveform signal is divided into overlapping 
frames of 2,048 samples. The length of the shift between the 
frames is set to 344 samples, and the sampling frequency is 
22,050 Hz; therefore, 22,050/344 ≈ 64 note symbols per second 
are computed for a given signal. Note that we do not segment 
signals into actual musical notes.  

C. Note Sequence Smoothing 

Although the background accompaniment in the 
accompanied vocal channel can be reduced to some extent, the 
residual accompaniment inevitably affects the extracted note 
sequence. This problem can be alleviated by using the tone 
chroma, which maps all the notes into 12 tone classes (C, Db, D, 
Eb, E, F, Gb, G, Ab, A, Bb, and B) by ignoring the difference 
between octaves. Since the background accompaniment often 
contains notes a number of octaves above or below the singing 
level, an incorrectly estimated sung note could still map to a 
correct tone class. However, because there are only 12 classes, 
tone chroma cannot express a melody pattern with sufficient 
precision to distinguish notes from one another. Therefore, 
instead of using the tone chroma representation, we develop a 
method to correct the error estimation of sung notes. 

Our method is based on the concept of rectification, which 
identifies abnormal elements in a note sequence and forces 
them back to the normal notes. The abnormality in a note 
sequence generally arises from two types of errors: short-term 
errors and long-term errors. Short-term errors refer to rapid 
changes (e.g., jitters) between adjacent frames. This type of 
error can be corrected by using median filtering, which replaces 
each note with the local median of the notes of its neighboring 
frames. Long-term errors, on the other hand, refer to a 
succession of estimated notes that are not produced by a singer. 

 
3 In [27], the “strength” of a possible fundamental frequency is computed by 

summing the signal’s magnitude associated with the frequency and its harmonic 
frequencies. In our experience, the note-level SHS method outperforms the 
original frequency-level SHS method in note extraction.    

 5



 
 

These wrong notes are probably several octaves above or below 
the true sung notes, which could result in the range of the 
estimated notes in a sequence being wider than that of the true 
sung note sequence. As discussed in Section II-B, the sung 
notes in a verse or chorus section seldom vary by more than 22 
semitones. Therefore, we can adjust the suspect notes by 
shifting them several octaves up or down, so that the range of 
the notes in an adjusted sequence conforms to the normal range. 
Specifically, let o = {o1, o2,…, oT} denote a note sequence 
estimated using Eq. (8). The adjusted note sequence o′ = {o′1, 
o′2,…, o′T } is obtained by 
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where R is the normal range of the sung notes in a sequence and 
o  is the mean note computed by averaging all the notes in o. In 
Eq. (9), a note ot is deemed a wrong note that must be adjusted 
if it is too far from o , i.e., |ot − o | > R/2. The adjustment is 
done by shifting the wrong note ⎣(ot− o + R/2)/12⎦ or ⎣(ot − o − 
R/2)/12⎦ octaves. 

In our implementation, median filtering is performed in a 
sliding 5-note window with 4-note shifts. Consequently, the 
number of notes per second in a signal is reduced from 64 to 16. 
The note sequence is then rectified by using Eq. (9) with R=18, 
as per our previous work [13]. 

V. PHRASE ONSET DETECTION 

Since a user’s sung query tends to start at the beginning of a 
sentence in the lyrics, we can consider the lyrics as a collection 
of phrases and the beginning of each phrase as a point in a song 
where a user’s sung query may begin. Therefore, if the onset 
time of each phrase can be located in the indexing phase, the 
MIR system can use the “right” segment of each song to 
determine if the song matches the query in the searching phase, 
thereby improving the retrieval efficiency. 

Our strategy for detecting phrase onsets involves locating the 
boundaries where the signal in the accompanied vocal channel 
changes from accompaniment-only to a mixture of lead vocals 
and accompaniment. As mentioned earlier, the accompaniment 
in one channel of a karaoke track often resembles that in the 
other channel. Thus, if a passage does not contain lead vocals, 
the difference in the signal spectra of the two channels is 
minimal. In contrast, if a passage contains lead vocals, there 
must be a significant difference between the two channels 
during this passage. Therefore, if we examine the difference in 
the signal spectra of the two channels, we can locate the phrase 
onsets. In our system, we apply the Bayesian Information 
Criterion (BIC) [25] to determine the difference between the 
spectra.  

A. The Bayesian Information Criterion (BIC) 

The BIC is a model selection criterion that assigns a value to 
a stochastic model based on how well the model fits a data set, 
and how simple the model is. Given a data set X = {x1, x2,…, xI} 

⊂ Rd and a model set H = {H1, H2,…, HK}, the BIC value for 
model Hk is defined as 

BIC(Hk) = log p(X|Hk) − 0.5 λ #(Hk) log I,        (10) 
where λ is a penalty factor, p(X|Hk) is the likelihood that Hk fits 
X, and  #(Hk) is the number of free parameters in Hk. The 
selection criterion favors the model with the largest BIC value. 

Assume that there are two audio segments represented by 
feature vectors X = {x1, x2,…, xI} and Y = {y1, y2,…, yI}, 
respectively. If we want to determine whether X and Y belong 
to the same acoustic class, then we must consider two 
hypotheses: “yes” and “no”. Assuming that “yes” and “no” are 
characterized by stochastic models H1 and H2, respectively, our 
objective is to determine which model among H1 and H2 is 
better. For this purpose, we represent H1 by a single Gaussian 
distribution G(μ,Σ), where μ and Σ are, respectively, the sample 
mean vector and the covariance matrix estimated using vectors 
{x1, x2,…, xI, y1, y2,…, yI}. Meanwhile, H2 is represented by 
two Gaussian distributions G(μx,Σx) and G(μy,Σy), where the 
sample mean vector μx and covariance matrix Σx are estimated 
using vectors {x1, x2,…, xI}; and the sample mean vector μy and 
covariance matrix Σy are estimated using vectors {y1, y2,…, yI}. 
Then, the problem of judging which model is better can be 
solved by computing the difference value of BIC between 
BIC(H1) and BIC(H2), i.e., 

ΔBIC = BIC (H2) − BIC(H1).                  (11) 
Obviously, the larger the value of ΔBIC, the greater the 
likelihood that segments X and Y are from different acoustic 
classes. Conversely, the smaller the value of ΔBIC, the smaller 
the likelihood that X and Y are from different acoustic classes. 
We can therefore set a threshold for ΔBIC to determine if two 
audio segments belong to the same acoustic class. 

B. Phrase Onset Detection by BIC 

In applying the concept of BIC to the phrase onset detection 
problem, our goal is to judge whether the signals in the two 
channels belong to the same acoustic class during a certain time 
interval, where one class represents accompaniment only, and 
the other represents lead vocals over accompaniment. Thus, by 
considering X and Y as two concurrent channel signals, ΔBIC 
can be computed for the entire recording, and then plotted as a 
curve. Fig. 6 shows the phrase onset detection process for a 
karaoke music clip. The process begins by splitting the 
waveform in each of the channels into 20-ms non-overlapping 
frames. Each frame is represented as 12 Mel-scale Frequency 
Cepstral Coefficients (MFCCs). Then, the ΔBIC value between 
each pair of one-second segments in the two channels is 
computed frame by frame, thereby forming a ΔBIC curve over 
time, as shown in Fig. 6(c). A positive ΔBIC value indicates 
that the frame of the accompanied vocal channel contains lead 
vocals, but the corresponding frame in the 
accompaniment-only channel does not. In contrast, a negative 
ΔBIC value indicates that both frames contain accompaniment 
only. Therefore, the intervals where positive values of ΔBIC 
appear are identified as vocal sections.  

In the example shown in Fig. 6(c), two vocal sections are 
identified, each marked by a solid line and a dashed line. In 
both sections, the “significant” local minimums on the ΔBIC 

 6



 
 

curve can be labeled as phrase onsets because a frame 
corresponding to a rest or breathing between phrases usually 
yields a small ΔBIC value. A local minimum at time t is 
considered significant if ΔBIC(t) is the minimum within the 
range [t-1, t+1] (a two-second window centered on t) and both 
ΔBIC(maxr)−ΔBIC(t) and ΔBIC(maxl)−ΔBIC(t) exceed 0.5σ, 
where ΔBIC(maxr) and ΔBIC(maxl) are the right and left 
maximal ΔBIC values around t, respectively, and σ is the 
standard deviation of the ΔBIC values along the curve. Fig. 6(d) 
depicts the detected phrase onsets in this way. Note that the 
tradeoff between retrieval accuracy and retrieval efficiency 
depends to a large extent on the number of detected phrase 
onsets. In general, the larger the number of likely phrase onsets 
detected, the higher the retrieval accuracy will be. However, 
increasing the number of candidate phrase onsets often reduces 
the retrieval efficiency drastically. 

The phrase onset detection approach is very efficient. It takes 
less than 0.1 times realtime to process a song when running on a 
PC with a 3.4GHz Intel Pentium IV CPU. In other words, 
phrase onset detection for a 5-minute song can be finished 
within half a minute. 

VI. MELODY SIMILARITY COMPARISON 

Given a user’s sung query and a set of music documents, 
each of which is represented by a note sequence, our task is to 
find the music document whose partial note sequence is the 
most similar to the query’s note sequence. Here, a music 
document refers to a segment of a song starting at a phrase 
onset. 

A. Dynamic Time Warping Framework 

Let q = {q1, q2,…, qT} and u = {u1, u2,…, uL} be, respectively, 
the note sequences extracted from a user’s query and a 
particular music document to be compared. As the lengths of q 
and u are usually different, computing the Euclidean distance 
between q and u directly is infeasible. This problem is usually 
resolved by using Dynamic Time Warping (DTW) to find the 
temporal mapping between q and u. Mathematically, DTW 
constructs a T × L distance matrix D = [D(t, l)]T × L, where D(t, l) 
is the distance between note sequences {q1, q2,…, qt} and {u1, 
u2,…, ul}, computed by 
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and 
d(t, l) = | qt − ul| ,                         (13) 

where ε is a small constant that favors the mapping between 
notes qt and ul, given the distance between note sequences {q1, 
q2,…,qt-1} and {u1, u2,…, ul-1}.  

To compensate for the inevitable errors that arise from 
phrase onset detection, we assume that the true phrase onset 
time associated with the automatically detected phrase onset 
time tos is within the range [tos-r/2, tos+r/2], where r is a 
predefined tolerance. The DTW recursion in Eq. (12) indicates 
that the best mapping length of u to q is limited to between T/2 
and 2T. However, we prefer to limit the longest mapping length 
of u to q to kT, say k = 1.2, so that the mapping is more precise. 

In other words, the tempo of the query can be 1/k times to twice 
the tempo of the target music document. Therefore, in the 
implementation, we set each phrase onset time to tos−r/2, 
instead of tos, to form u using the note sequence of a song from 
tos−r/2 to tos+r/2+kT. The boundary conditions for the DTW 
recursion are then defined as, 
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After the distance matrix D has been constructed, the similarity 
between q and u can be evaluated by  

).,(/1max),(
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=uq                    (15) 

B. Using Multiple-Pass DTW to Improve Retrieval Accuracy 

Since a query may be sung in a different key or register than 
the target music document, i.e., the so-called transposition, the 
resulting note sequences of the query and the target music 
document could be rather different. To deal with this problem, 
the dynamic range of a query’s note sequence must be adjusted 
to that of the music document to be compared. This can be done 
by shifting the query’s note sequence up or down several 
semitones, so that the mean of the shifted query’s note 
sequence is equal to that of the music document to be compared. 
Briefly, a query’s note sequence is adjusted by 

),( quqq tt −+←        (16) 
where q  and u  are the means of the query’s note sequence and 
the music document’s note sequence, respectively. However, in 
our experiments, we found that the above adjustment could not 
fully resolve the transposition problem, since the value of 
( q −u ) only reflects the global difference in the keys of a query 
and a music document. In other words, it cannot characterize a 
partial transposition or key change over the course of a query. 
To handle this problem better, we modify the DTW similarity 
comparison by considering the key shifts in a query’s note 
sequence. Specifically, a query sequence q is shifted ±1, ±2,..., 
±V semitones to span a set of note sequences { q(-V), …, q(-2), 
q(-1), q(1), q(2), …, q(V) }. For a document sequence u, the 
similarity S (q, u) is then determined by choosing the sequence 
among      {q(-V), …, q(-2), q(-1), q(0), q(1), q(2), …, q(V) } that is 
most similar to u, i.e.,  

           (17) ),,(max),( )( uquq v

VvV
SS

≤≤−
=

where q(0) = q. However, increasing the value of V substantially 
increases the computational cost because the similarity 
comparison requires two extra DTW operations whenever the 
value of V is increased by one. Thus, the value of V should be 
decided according to the tradeoff between the retrieval 
accuracy and the retrieval efficiency. 

C. Bypassing the Voiceless Regions of a Query 
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In addition to key and tempo differences between queries 
and documents, the voiceless regions in a sung query represent 
another issue that must be addressed when designing a 
query-by-singing MIR system. The voiceless regions, which 
may be due to a rest, a pause, or breathing, result in some notes 
in the query note sequence being tagged with “0”. However, the 
corresponding non-vocal regions in the music document are 
usually not tagged with “0” because there is accompaniment in 
those regions. This discrepancy may severely discount the 
similarity S (q, u) for any q and u that have the same tune, as 
shown in Fig. 7. The gray regions in Fig. 7(b) do not contain a 
singing voice. Although the voiceless regions in a sung query 
can be detected by simply using the magnitude information, 
accurate detection of non-vocal regions in a music document 
remains a very difficult problem. To sidestep this problem, we 
modify the computation of d(t,l) in Eq. (13) to  
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where ϕ  is a small constant. Implicitly, Eq. (18) is equivalent to 
bypassing the voiceless regions of a query. As noted in [13], the 
retrieval performance can be improved slightly if the 
non-singing regions of a sung query are detected and bypassed 
during the DTW similarity comparison. Therefore, in the 
following experiments, d(t,l) is computed by Eq. (18). 

D. Using Multiple-Level Data Abstraction (MLDA) to 
Improve Retrieval Efficiency 

As shown in Fig. 8(a), the computational complexity of the 
DTW recursion in Eq. (12) for constructing a T×L table can be 
expressed as the polygon area surrounded by the red lines, i.e., 
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Recall that L is preferably set to kT, where 22/1 ≤≤ k ; 
therefore, the computational complexity can be rewritten as 

4
)14( 22 TkkComplexity −−

= ≡ O(T 2 ).    (20) 

In our preliminary experiments, we found that the document 
length can simply be limited to 1.2 times the length of a query, 
i.e., k = 1.2, without significantly degrading the retrieval 
performance. Hence, by substituting k = 1.2 into Eq. (20), the 
computational complexity is 0.59T 2 . As shown in Fig. 8(b), the 
introduction of a phrase onset tolerance in DTW increases the 
computational complexity by rT. If r is small compared to T, 
the increase in complexity is negligible; however, if r = 0.59T, 
the computational complexity is twice that of a typical DTW. 

Since the complexity is O(T 2 ), the best way to speed up the 
search process is to reduce the value of T. Motivated by Keogh 
and Pazzani’s Piecewise Aggregate Approximation (PAA) [23], 
we propose a dimensionality reduction technique, called 
Multi-Level Data Abstraction (MLDA). Unlike PAA, which 
divides a time series into frames of equal-length and then 
calculates the mean value of data within each frame, MLDA 
prunes music documents that are probably irrelevant to the 
query. The pruning is carried out in a level-by-level manner. At 
each level of pruning, the compression rate of the data is the 

power of 2. Specifically, deleting alternate notes in a sequence 
reduces it to half the original length; therefore, the 
computational complexity is reduced by 75%. However, since 
data abstraction could degrade the discriminability between 
note sequences, this process is only used to quickly identify 
documents that are probably irrelevant to the query. After such 
documents have been excluded from the search list, the 
remaining documents are examined according to their original 
note sequences. Therefore, if the original computational 
complexity without MLDA is CC, and the pruning rate is set to 
Rpr, then the total computational complexity of a two-level data 
abstraction DTW is [1/4+(1−Rpr)]CC. If a three-level data 
abstraction DTW is applied, the complexity is reduced to 
[(1/4)2+(1/4)(1−Rpr)+(1−Rpr)2]CC. Thus, when the pruning rate 
Rpr is set to 0.75, the complexity of a two-level data abstraction 
DTW and a three-level data abstraction DTW is, respectively, 
1/2 and 3/16 that of a regular DTW. 

VII. EXPERIMENTS 

A. Music Database 

The music database used in this study consisted of 1,071 
songs extracted from karaoke VCDs. The extracted waveform 
signals were down-sampled from the sampling rate of 44.1 kHz 
to 22.05 kHz. Extraction of the main melody yielded a note 
sequence of approximately 16 note symbols per second of 
music signal. To compare the system’s performance using 
automatic and manual detection of phrase onsets, we manually 
labeled the phrase onsets with respect to 95 songs, which gave 
us 775 marked phrase onsets. For ease of discussion, the subset 
of 95 songs was denoted as DB-95, while the complete set of 
1,071 songs was denoted as DB-1071.  

We collected 90 sung queries from 9 male and 4 female users, 
in which each query was associated with one of the songs in 
DB-95. The queries were recorded at a sampling rate of 22.05 
kHz. The duration of each query ranged from 15 to 45 seconds, 
but only the first 8-second portion was input to the system; 
hence, the length of a query’s note sequence was 8 × 16 = 128 
note symbols.  

The retrieval performance was measured on the basis of song 
accuracy defined as, 

 

%.100
#

#(%) ×=
queries

songscorrectthereceivingqueriesaccuracySong

      (21) 
We also considered the scenario that the MIR system returned a 
list of Top-N ranked songs for users to choose from. In this case, 
we computed the Top-N accuracy, defined as the percentage of 
queries whose target songs were among the Top-N ranked 
songs. 

B. Experiment Results 

1) Effectiveness of background accompaniment reduction: 
We conducted the first experiment on DB-95 to evaluate the 
effectiveness of the proposed background accompaniment 
reduction approaches. For this case, the phrase onsets were 
labeled manually. The query’s note sequence was shifted to the 
mean of the note sequence of the music document to be 
compared. Comparison of the melody similarity was based on 
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Eq. (15), i.e., a single-pass DTW was used. Table I shows the 
retrieval performance. Although both the frequency-domain 
and time-domain methods for background accompaniment 
reduction improve the retrieval performance, the former 
approach is more effective. A possible reason for this is that the 
frequency-domain background accompaniment reduction 
approach worked directly on the magnitude spectrum, which is 
consistent with the subsequent note sequence generation. 
Though the time-domain method could also reduce the 
background accompaniment to some extent, the effect was not 
direct to the reduction of the background accompaniment’s 
frequency components that interfered with the determination of 
sung notes. Accordingly, the subsequent experiments were 
conducted using frequency-domain background 
accompaniment reduction. 

2) Effectiveness of Multiple-Pass DTW: The second 
experiment was conducted to examine if the retrieval 
performance can be improved by addressing the transposition 
problem. Specifically, using Eq. (17), we shifted a query’s note 
sequence up or down several semitones to compare its 
similarity to each music document’s note sequence. Table II 
shows the experiment results evaluated using DB-95. Here, V = 
0 means that no shifting was performed, and the results 
correspond to the best results (obtained with frequency-domain 
background accompaniment reduction) shown in Table I. The 
results in Table II show that the retrieval performance improves 
as the value of V increases, which indicates that the more we 
consider possible changes of key, the greater the chance that a 
query’s note sequence will match the correct music document’s 
note sequence. However, increasing the value of V increases 
the computational cost substantially, because the similarity 
comparison requires two extra DTW operations whenever the 
value of V is increased by one. In subsequent experiments, we 
used an economic value of V = 1. 

3) Manual phrase onset labeling vs. automatic phrase onset 
detection: The third experiment was conducted to compare the 
retrieval performance obtained with manual phrase onset 
labeling and automatic phrase onset detection. The automatic 
phrase onset detection approach marked 2,548 phrase onsets in 
the 95 songs in DB-95, which was about 3.3 times the number 
of hand-labeled phrase onsets (i.e., 775); hence, the search time 
was approximately 3.3 times longer than that of the system 
based on manual phrase onset labeling. As mentioned in Sec. 
VI-A, we use a tolerance r to compensate for the inevitable 
errors that arise from automatic phrase onset detection. 
Obviously, the larger the value of r is set, the higher the chance 
of locating the right segment to perform document-query 
matching. However, the increase of the value of r also increases 
the search time and the risk of assigning a wrong document to 
the query. To tradeoff these conflicting factors, r was set to 3 
seconds in this study. The recall rate of automatic phrase onset 
detection was 75.0%, when a hand-labeled phrase onset at time 
t was considered as being detected correctly if there was an 
automatically-detected phrase onset within the range [t-3/2, 
t+3/2] (a three-second window centered on t). It is worth 
mentioning that, although some hand-labeled phrase onsets 
were missed, a song could still be retrieved successfully as long 
as at least one of the repeating phrases’ onsets was detected 
correctly. Table III shows the retrieval performance; the results 

of “manual phrase onset labeling” correspond to the results of 
“V = 1 (Three-pass DTW)” in Table II. We observe that, 
although the retrieval accuracy declines noticeably when the 
phrase onsets are marked automatically instead of manually, a 
vast majority of queries receives correct returned answers.  

4) Evaluation using the database of 1,071 songs: In this 
experiment, we evaluated the performance of the karaoke 
retrieval system on DB-1071, with the same 90 queries. The 
system automatically marked 26,120 phrase onsets in the 1,071 
songs. The retrieval performance is given in Table IV. We 
observe that the Top-1 accuracy drops from 72.2% to 62.2% as 
the database expands from 95 songs to 1,071 songs, while the 
Top-10 accuracy drops from 86.7% to 77.8%. To speed up the 
search, a four-level DTW, with two pruning rates, Rpr=0.75 and 
Rpr=0.9, was implemented. The results in Table IV show that 
using a multiple-level data abstraction DTW reduces the search 
time substantially at the expense of a small degradation of the 
retrieval accuracy. The running time on a PC with a 3.4GHz 
Intel Pentium IV CPU for an 8-second query is around 15 
seconds, about twice the real time. 

IV. CONCLUSION 

We have proposed a karaoke music retrieval system that 
allows users to locate desired songs by singing part of the lyrics 
to the system. Since the lead vocals and various 
accompaniments are combined in an accompanied vocal 
channel, the proposed method reduces the accompaniment in 
that channel to enhance the accuracy of main melody extraction. 
We also employ a rectification method that is based on the 
characteristic structure of popular songs to correct the error 
estimation of sung notes. In addition, we use the Bayesian 
Information Criterion (BIC) to detect the onsets of the musical 
phrases in a song, corresponding to the points of the song where 
a sung query may begin. Phrase onset detection, in conjunction 
with multiple-level multiple-pass DTW matching for similarity 
comparison, facilitates an efficient and effective search of a 
large music database. In contrast to existing work on 
query-by-humming/singing techniques handling small 
polyphonic music databases, the results of experiments 
conducted on a music database comprised of 1,071 songs 
demonstrate the feasibility of retrieving a large karaoke music 
database by singing.  

Despite the potential, the methods proposed in this study can 
only be regarded as a preliminary investigation in realistic 
karaoke applications. To be of more practical use, more work is 
needed to study the problems of query formulation and 
usability. In particular, as there are inevitable strong noises in a 
karaoke room, it is necessary to develop a system robust against 
various ambient noises.  
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Fig. 1. A fragment of the pop song “Yesterday” by The Beatles 
in which the singing is converted into a MIDI file. For ease of 
illustration, it is shown by CakewalkTM [26] software. 
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(a) The range of sung notes in a pop song 
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(b) The range of sung notes in a verse or chorus section 

Fig. 2. Statistics of the range of sung notes in 50 pop songs. 
 

Singing Accompaniment  
Fig. 3. A fragment of the pop song “Let It Be” by The Beatles in 
which the tune is manually converted to a MIDI file. 
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Fig. 4.  The proposed karaoke music retrieval system. 
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Fig. 5. (a) An accompanied vocal channel. (b) An 
accompaniment-only channel. (c) The accompanied vocal 
channel after time-domain background accompaniment 
reduction. (d) The accompanied vocal channel after 
frequency-domain background accompaniment reduction. 
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Fig. 6. An example of phrase onset detection: (a) the waveform 
of an accompanied vocal channel; (b) the waveform of an 
accompaniment-only channel; (c) the ΔBIC curve and the 
detected vocal sections; and (d) the results of phrase onset 
detection. 
 

 
Fig. 7. (a) A phrase in a music document. (b) A query sung 
according to the phrase. (c) The log-energy profile of the sung 
query. 
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Fig. 8. (a) The search space for a typical DTW in which the 
initial frames of a query and the target phrase are aligned. (b) 
The search space for the DTW we apply, where the initial frame 
of a query can be mapped to any one of the first r frames of the 
target phrase. 
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